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Structured abstract

Background Computational argumentation is an AI approach for creating
human-understandable systems and explanations. Within the computational
argumentation literature, explanation definitions based on principles from cognitive
science have been created to provide selective explanations, that is, to reduce the
information included in explanations. However, it remains largely untested whether
these explanations align with realistic explanation behaviour.

Methods In this study, we test and validate different explanation definitions based on
computational argumentation. This is done through an experiment in which
participants provide explanations for arguments by choosing from other presented
arguments. Responses by participants are compared to three types of explanations
based on the literature.

Results This comparison leads us to conclude that people prefer short explanations
consisting of related arguments. While these preferences partly align with
argumentation-based explanation definitions, we also see that explanations are
frequently shorter than those generated using these definitions.

Conclusions The results show that definitions from computational argumentation are
indeed capable of providing human-like explanations, but that they could be further
improved by creating explanation definitions that are even more selective.

Keywords: computational argumentation, explanation, logic, argumentation,
cognitive science, explainable artificial intelligence (XAI)

Introduction 1

Computational argumentation is an important subfield of (explainable) artificial 2

intelligence (XAI) [1, 2], in which concepts such as support and attack between 3

arguments are captured in formal argumentation models. Computational argumentation 4

has been used for XAI in three main ways. First, a stand-alone argumentation model 5

can be used to both infer conclusions and provide explanations [3–7] using existing data 6

such as movie reviews [8], expert knowledge from professionals like police 7

investigators [3], or requirements specified by users [9]. Second, argumentation models 8

can be used to explain other, less interpretable AI models, where the argumentation 9

model helps the user to understand how the original model infers conclusions [10–12]. 10

This approach has been used to explain, for example, Bayesian networks [11] and 11

various (deep) machine learning models [12, 13]. A third, hybrid XAI approach has also 12

emerged in which argumentation models and other (often less interpretable machine 13

learning models) are combined. For example, [10] use argumentation to impose 14

domain-specific constraints on a machine learning model, [14] learn preferences over 15

arguments for actions using reinforcement learning, and [15] combine human and large 16

language model annotations to create argument maps. 17

Computational argumentation is inspired by the argumentative nature of human 18

reasoning [16,17]. People naturally look for arguments to support conclusions and 19

evaluate arguments put forward by others [18]. People also mentally prepare arguments 20

in anticipation of having to defend their beliefs [19]. Concepts within formal 21

argumentation, such as one argument defending another argument against 22

counterarguments, thus ‘reinstating’ the original argument, have been shown in 23
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experiments with human reasoners to be cognitively plausible [20]. Moreover, human 24

explanations are often contrastive, focusing on why one outcome occurred rather than 25

another [21], a pattern that fits well with the argument-counterargument structure of 26

computational argumentation [22]. Additionally, computational argumentation is 27

non-monotonic, meaning that the acceptance status of an argument can change when 28

new information is added. This is in contrast to monotonic approaches in logic, which 29

assign static truth values. Non-monotonicity allows argument acceptance to change 30

when new information appears, reflecting the dynamic, changing, and flexible nature of 31

human reasoning [23]. Computational argumentation captures all of these elements of 32

human reasoning, while at the same time maintaining the formal rigour of a 33

computational approach. 34

Despite computational argumentation incorporating elements of human reasoning, 35

(the output of) large argumentation models can quickly become complex and less 36

interpretable as model size grows. To address this, several definitions of explanations in 37

computational argumentation have been proposed [24–32]. These explanation 38

definitions are inspired by ideas from cognitive science [21] to be selective, in that they 39

select from the full argumentation model the information that is most relevant to the 40

conclusion or claim that is to be explained. For example, Fan and Toni [24] propose a 41

definition where only arguments related to the argument being explained (in terms of 42

defending arguments) are included in an explanation, because other, unrelated 43

arguments in the model do not provide useful information. Borg and Bex [32] introduce 44

further selectiveness criteria for argumentative explanations – for example, providing 45

explanations consisting of only the set of arguments that are necessary or sufficient to 46

defend another argument, or providing the smallest possible explanation in terms of the 47

number of defending arguments. 48

The explanation definitions in computational argumentation discussed above have 49

been created to reduce the information included in argumentative explanations. While 50

they are inspired by ideas from cognitive science, they provide a largely normative 51

perspective, that is, what is a ‘correct’ selective explanation given a formal model of 52

argumentation? As of yet, it remains unclear whether the explanations provided by 53

these definitions align with how humans explain claims or arguments. Hence, to ensure 54

argumentation-based explanations are both effective and cognitively plausible, they 55

need to be tested empirically. Empirically testing explanations from computational 56

argumentation is situated in the wider context of research into the interaction between 57

logic and cognitive science, where logic can generate hypotheses about human reasoning 58

that cognitive science can test empirically. One well-known example is the Wason 59

selection task [33], designed to test whether people reason according to classical logical 60

implication. 61

Whereas several studies have investigated the cognitive plausibility of different 62

concepts in computational argumentation (e.g. reinstatement) [20,34,35], only one 63

study has considered argumentation-based explanations [36]. In this study, it was found 64

that people prefer arguments directly related to the topic of an explanation (i.e., 65

defenders of the topic argument) to arguments that are indirectly related (i.e., defenders 66

of defenders of the topic argument). This is one way in which people select arguments 67

to include in an explanation. However, this does not give insight into how people select 68

between multiple arguments that are all directly related to the topic of an explanation. 69

Among such arguments, different explanation definitions in computational 70

argumentation make varying choices about which to include (e.g., only the minimal 71

amount [24] or only the sufficient arguments [32]). 72

To better understand how argumentation-based explanation definitions compare to 73

human reasoning, we test and validate several explanation definitions from the 74

computational argumentation literature, focusing on their ecological validity, that is, the 75
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extent to which these definitions align with human-generated explanations [37]. This is 76

done through an experiment in which participants provide explanations for arguments. 77

In the experiment, participants were presented with one argument they could assume to 78

be true (the topic argument), several counterarguments to the topic argument, and 79

several arguments defending the topic argument. Participants were then asked to 80

explain the conclusion of the topic argument, given the counterarguments, by using the 81

defending arguments. Responses by participants were compared to three types of 82

explanation definitions from the computational argumentation literature [24,32]. From 83

these comparisons, we draw conclusions about human explanation preferences and 84

demonstrate that explanation definitions based on argumentation largely align with 85

these preferences. 86

The rest of this paper is structured as follows. In Section 1, we will introduce 87

abstract argumentation frameworks, the computational argumentation models that are 88

used in the experiments, focusing on specific explanation definitions for selective (i.e., 89

sufficient, minimal, and compact) explanations. Section 2 discusses the relevant 90

theoretical framework, touching on experiments into reasoning and cognitive science and 91

experiments into computational argumentation. Section 3 will introduce the hypotheses 92

of this study, describe how the used argumentation frameworks were created, and 93

describe how data was collected. Then, Section 4 describes the explanations given by 94

participants, how they compare to sufficient minimal, and compact explanations. 95

Finally, Section 5 discusses the results and their wider implication for explanations 96

based on formal definitions that are cognitively plausible. 97

1 Background 98

This section will first introduce an example argumentative scenario and will then use it 99

to introduce the relevant elements of computational argumentation, including different 100

types of explanation definitions. These explanation types are used in the experiment 101

introduced in Section 3 to formulate hypotheses about participant behaviour. 102

In Example 1.1, an example scenario consisting of eight arguments is introduced. 103

Every argument consists of a premise that introduces new information and a conclusion 104

based on this information. The topic argument A is the central argument that the 105

scenario revolves around, and is assumed to be accepted (see Definition 1.1). Following 106

the topic argument are two counterarguments that attack the topic argument. Next, 107

there are three arguments that defend the topic argument by attacking the 108

counterarguments; argument E attacks the first counterargument B, G attacks the 109

second counterargument C, and F attacks both counterarguments B and C. Finally, 110

there is one unrelated argument I, while it is in the same context, has no relation to the 111

other arguments in this scenario (i.e., it does not attack or is attacked by any of the 112

arguments A to G). 113

Example 1.1. Topic (A): Jessie saw Stephen at the crime scene yesterday at the time 114

of the crime. Therefore, Stephen is guilty. 115

Counterarguments: 116

(B) Stephen’s father testifies that Stephen was having dinner with his family at the 117

time of the crime. Therefore, Stephen couldn’t have been seen at the crime scene 118

at the time of the crime. 119

(C) Stephen testifies that he has never been to the crime scene. Therefore, Stephen 120

couldn’t have been seen at the crime scene at the time of the crime. 121

Other arguments: 122

(E) Stephen’s father can be very forgetful sometimes, so he might have 123

misremembered having dinner with Stephen. 124
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(F) Neither Stephen nor his father are reliable witnesses on Stephen’s actions; 125

therefore, their testimonies cannot be trusted. 126

(G) There is a picture of Stephen at the crime scene two years ago, so Stephen is lying 127

when he says he’s never been at the crime scene. 128

(I) Jessie’s credit card was used to make a purchase near the crime scene around the 129

time of the crime. Therefore, it is likely Jessie was at the crime scene when the 130

crime occurred. 131

Arguments such as the ones in Example 1.1 can be represented as an argumentation 132

framework (AF), which is often used as the basic structure in computational 133

argumentation [16]. An AF is a pair AF = (A,R), where A is a set of arguments, and 134

R is a binary attack relation on these arguments, where an argument X attacks an 135

argument Y iff (X,Y ) ∈ R. An argument Z defends argument Y if there is some 136

X ∈ A such that (X,Y ) ∈ R and (Z,X) ∈ R, that is, Z attacks an attacker of Y . AFs 137

can be represented as a directed graph, where the nodes represent arguments and the 138

arrows represent the attack relations (Fig. 1). In this graph, the two arguments (B,C) 139

attacking the topic argument (A) have direct arrows to the topic; this represents the 140

attack relation (B,A) and (C,A). The three arguments that attack B and C defend 141

argument A since they attack the attackers of A. The entire AF for the example is 142

AF1 = (A1,R1), where A1 = {A,B,C,E, F,G, I} and 143

R1 = {(B,A), (C,A), (E,B), (F,B), (F,C), (G,C)} 144

Fig 1. A graphical representation of argumentation framework AF1. This AF
corresponds to the scenario in Example 1.1, where the topic argument is A, and the first
and second counterarguments are arguments B and C respectively. The entire AF can
be written as: AF1 = (A1,R1), where A1 = {A,B,C,E, F,G, I} and
R1 = {(B,A), (C,A), (E,B), (F,B), (F,C), (G,C)}. Argument I is unrelated to the
other arguments in the AF because there is no attack relation between I and any other
argument.

AFs can be used to draw conclusions based on conflicting information by evaluating 145

arguments to determine sets of arguments that are collectively acceptable [16]. An 146

argument A is acceptable with respect to a set of arguments S if every argument B that 147

attacks A is attacked by S, that is, if there is a defender in S for every attacker of A. A 148

set of acceptable arguments can still contain conflicting arguments; an admissible set is 149

both conflict-free and defends all its members. 150

Definition 1.1. Let AF = (A,R), A ∈ A, and a set of arguments S ⊆ A. Then: 151

• A is acceptable with respect to S iff each argument attacking A is attacked by any 152

B ∈ S; 153

• S is conflict-free iff there exists no (A,B) ∈ R with A,B ∈ S; and 154

• S is admissible iff it is conflict-free and every A ∈ A is acceptable w.r.t. S. 155

If an argument A ∈ A is a member of an admissible set, we say it is admissibly accepted. 156
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Example 1.2. In AF1, we are interested in the status of our topic argument A. Any 157

set of arguments that defends A by attacking both B and C ensures A is acceptable. 158

For such a set to also be admissible, it should be conflict-free, and every argument 159

should be acceptable, therefore, an admissible set including A cannot include B or C, 160

and has to include at least F , or both E and G. Two examples of admissible sets 161

including A are {A,F} and {A,E, F,G, I}. 162

Explaining a topic argument involves explaining why this topic argument is accepted, 163

given the argumentation framework. While any admissible set containing the topic 164

argument can provide information on why the topic was accepted, such a set may 165

include arguments that do not have explanatory relevance, because they have no 166

connection to the topic argument, such as argument I in Example 1.1. It is for this 167

reason that [24, 32] define argumentative explanations as specific sets of arguments that 168

contain only arguments that are relevant for the acceptance of the topic argument. As 169

our formal framework is based on AFs with just attacks, we base relevance on the 170

concept of defence. 171

Definition 1.2 (Defence). Let AF = (A,R) and let A,B ∈ A. Argument B defends 172

argument A iff: 173

• B attacks C and C attacks A (direct defence); or 174

• B (directly or indirectly) defends C and C defends A (indirect defence). 175

A set S ⊆ A defends A if all arguments in S defend A. A set S ⊆ A defends a set 176

S′ ⊆ A if S defends all arguments in S′. 177

Thus, an argument A has explanatory relevance for the acceptability of another 178

argument A′ if A (directly or indirectly) defends A. For example, argument I in 179

Example 1.1 is not relevant when explaining the acceptance of A since it does not 180

attack any of A’s attackers, while E, F , and G are relevant because they attack A’s 181

attackers B and/or C. Note that in all examples and scenarios of our study, there are 182

only relevant arguments that directly defend the topic argument (as opposed to the 183

scenarios in [36], where there were also scenarios in which the defender was attacked 184

and, in turn, defended, thus creating an indirect defender for the topic argument). 185

Given the concept of defence, we can now define an explanation, that is, any set of 186

arguments that is relevant for the acceptance of the topic argument. 187

Definition 1.3 (Explanation). Let AF = (A,R), A ∈ A, and S ⊆ A. Set S is an 188

explanation for topic argument A iff S defends A. 189

An explanation is thus a (possibly singleton) set of arguments that is relevant for the 190

topic argument because it defends the topic argument against at least one attacker. 191

Note that an explanation does not guarantee the topic argument is accepted, for that 192

we need to define a sufficient explanation: a set of defending arguments is sufficient to 193

explain an admissibly accepted topic argument if no other arguments are needed for the 194

topic argument to be accepted [32]. 195

Definition 1.4 (Sufficient explanation). Let AF = (A,R) and let A ∈ A be 196

admissibly accepted. The explanation S ⊆ A is sufficient for the acceptance of A if S 197

(directly or indirectly) defends A, S is conflict-free, and S defends S ∪ {A} against all of 198

its attackers. 199

Example 1.3. In AF1 in Fig. 1, there are only five possible sufficient explanations, 200

since sufficient explanations cannot include I, which does not defend A. The sufficient 201

explanations for A in AF1 are {E,F,G}, {E,F}, {E,G}, {F,G}, and {F}. 202
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So, sufficient explanations ensure that all arguments in the explanation are relevant 203

for the acceptance of the topic argument because they all defend the topic argument. 204

To be even more selective in the information included in an explanation, compact [38] 205

and minimal [32] explanations have been defined. An explanation is minimal if it is the 206

smallest possible sufficient explanation in terms of the number of arguments. An 207

explanation is compact if it is the smallest possible sufficient explanation in terms of 208

subset minimality, that is, there is no explanation that contains a subset of the 209

arguments that is also an explanation. 210

Definition 1.5 (Minimality and compactness). Let AF = (A,R), A ∈ A, and let 211

A ∈ A be admissible. Then: 212

• S is a minimal explanation for the acceptance of A iff S is a sufficient explanation 213

for A and there is no sufficient explanation S′ for A such that |S′| < |S|; 214

• S is a compact explanation for the acceptance of A iff S is a sufficient explanation 215

for A and there is no sufficient explanation S′ for A such that S′ ⊂ S. 216

Example 1.4. In AF1 in Fig. 1, there are two possible compact explanations. These 217

are {E,G} and {F}, since neither of these explanations has a subset that is also a 218

sufficient explanation. Since {G} contains fewer arguments than any other sufficient 219

explanation, it is the minimal explanation for this AF. 220

Table 1 shows all the possible combinations of ‘other arguments’ from Example 1.1 221

(these are all the possible explanations participants can choose for AF1, cf. Section 3). 222

It shows how minimality, compactness, and sufficiency relate: every minimal 223

explanation is compact and sufficient, and every compact explanation is sufficient. For 224

an explanation to be sufficient, but not minimal or compact, there has to be an 225

explanation that is smaller in size or an explanation that is a subset of the explanation, 226

respectively. For an explanation to be sufficient and compact but not minimal, there 227

has to be an explanation that is smaller in size, that is not a subset of the explanation. 228

In this experiment reported in this paper, we used two AFs. AF1 is the smallest AF 229

that allows for distinguishing between the minimal, compact, and sufficient 230

explanations. We also used a second, larger AF, AF2, (Fig. 2). This AF includes two 231

additional arguments, D and H, which attack and defend the topic argument, 232

respectively. See Examples Because of the addition of H that can be included in 233

explanations for A, the total number of possible explanations that participants can give 234

also increases from 15 in AF1 to 30 in AF2. The number of minimal, compact, and 235

sufficient explanations for AF2 is the same as for AF1. In fact, since A now has to be 236

defended against D in explanations, we obtain the minimal, compact, and sufficient 237

explanation for AF2 by adding H to the explanations fitting our three types for AF1. 238

The sufficient explanations for A in AF2 are {E,F,G,H}, {E,F,H}, {E,G,H}, 239

{F,G,H}, and {F,H} The compact explanations are {E,G,H} and {F,H}. The 240

minimal explanation is {F,H}. 241

Example 1.5. Topic (A): Reviewer 1 says that the paper makes an important 242

contribution to the field. So, the paper should be accepted. 243

Counterarguments: 244

(B) Reviewer 2 says that the paper does not have enough experimental proof. So, the 245

paper should be rejected. 246

(C) Reviewer 3 argues that the paper’s theory has problems. So, the paper should be 247

rejected. 248

(D) The paper does not follow the journal’s style, showing a lack of care. So, the 249

paper should be rejected. 250

Other arguments: 251
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Table 1. All possible sets consisting of the defending arguments and
unrelated arguments in AF1.

Set Minimal Compact Sufficient
E
F x x x
G
I

EG x x
EF x
FG x
FI
EI
GI
EFG x
EGI
EFI
FGI
EFGI

Note. The crosses indicate whether a set fits the explanation type for A. Out of the 15
possible explanations in AF1, five are a sufficient explanation for A, two are a compact
explanation for A, and one is the minimal explanation for A. The other nine sets do not
fit any of the three types of explanation definitions. Minimal explanations are compact
and sufficient, and compact explanations are also minimal.

(E) Reviewer 2 is known to be very critical. So, their negative review is biased. 252

(F) The paper has an appendix with detailed experimental proof and an explanation 253

of the theory. So, these parts are not lacking or flawed. 254

(G) Reviewer 3 often publishes work that challenges other theories. So, their review is 255

biased by their research. 256

(H) Papers do not need to follow the journal’s style during the review. So, the style 257

does not show a lack of care. 258

(I) The journal editor shared new rules for submitting papers to improve the review 259

process. So, future reviews will be faster. 260

2 Related work 261

This study is situated in the wider context of research into the interaction between logic 262

and cognitive science. Human reasoning is a topic in both of these fields. Logic 263

examines reasoning from a normative perspective, aiming to define principles of correct 264

reasoning by relying on intuitions and examples, as seen in classical and propositional 265

logic. Cognitive science takes a descriptive approach, studying realistic human reasoning, 266

including their cognitive limitations, biases, and errors. This has produced theories such 267

as cognitive load theory [39], which can explain why people often diverge from formal 268

logic under realistic conditions. Despite these different perspectives on reasoning, the 269

two fields have long influenced each other [40, 41]. Formal logic can generate hypotheses 270

about reasoning that cognitive scientists can test empirically to investigate reasoning. 271

One well-known example is the Wason selection task [33], designed to test whether 272

people reason according to classical implication. Cognitive science has also influenced 273

developments in logic. Traditional formal logic, such as classical and propositional logic, 274
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Fig 2. A graphical representation of argumentation framework AF2. This AF
corresponds to the scenario in Example 1.5, where the topic argument is A, and the
counterarguments to A are arguments B, C, and D. The entire AF can be written as:
AF2 = (A2,R2), where A2 = {A,B,C,D,E, F,G,H, I} and
R1 = {(B,A), (C,A), (D,A), (E,B), (F,B), (F,C), (G,C), (H,D)}. In this AF,
{E,G,H} and {F,H} are compact explanations, but only {F,H} is minimal. Here
{E,F,G,H}, {E,G,H} and {F,H} are sufficient explanations.

assumes that reasoning follows strict rules of inference. However, cognitive science has 275

shown that human reasoning is often influenced by factors such as context, cognitive 276

limitations, and social interaction. As a result, logic has gradually incorporated more 277

cognitive elements such as preferences, goals, and intentions, leading to richer logical 278

theories that better reflect human reasoning, such as computational argumentation. 279

While computational argumentation is inspired by human argumentation, only a few 280

studies have empirically investigated computational argumentation [42]. Of those 281

studies, most have focused on how humans evaluate and interpret arguments and 282

attacks between them, rather than on how humans explain arguments or claims. Since 283

there is so little prior work on empirically investigating explanations in argumentation, 284

this study incorporates methods and insights from broader empirical research in 285

argumentation. Those studies are presented in the remainder of this section. 286

The first major experiment cognitively investigating computational argumentation 287

was performed by Rahwan et al. [20], who tested how humans evaluate reinstatement. 288

Recall that an argument is reinstated if it is attacked by an argument and then shown 289

to be defended by another argument. In computational argumentation, a reinstated 290

argument is equally acceptable as an unattacked argument. In their study Rahwan et 291

al. [43] found that for participants, their confidence in an argument was highest when it 292

was not attacked, was lowered when the argument was attacked, and went back up (but 293

not fully restored) when the argument was reinstated. 294

In [34], the cognitive plausibility of various argumentation semantics was tested 295

using two experiments. Argumentation semantics specify how to determine which sets 296

of arguments can be considered acceptable, based on their attack relations. In the first 297

experiment, participants were, in groups, tasked with drawing all attack relations 298

between arguments in a set. With this experiment, they validated that participants 299

correctly identified attack relations between arguments in a given AF. They found that 300

conflicting arguments can be created that people interpret as unidirectional attacks, 301

especially undercutting the trustworthiness of a source is convincing as a unidirectional 302

attack. This provides valuable insights into how to instantiate AFs. In the second 303

experiment, participants individually judged the acceptability of arguments and then 304

discussed their answers in a group before making a final judgement. The researchers 305

compared the acceptability of arguments as rated by participants to their acceptability 306

under various argumentation semantics [16], and found that accuracies increased after 307

group deliberation. They also found that semantics that minimize being undecided on 308
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the acceptance of arguments were most comparable to participant judgements. 309

In [44], people’s argument preferences were shown to vary across different domains. 310

Participants were presented with natural language arguments from four different 311

contexts and were tasked with indicating their agreement with the conclusions of the 312

arguments. Participants also indicated why they chose this option and how relevant 313

other arguments were. They found that preference between arguments is 314

domain-dependent, and participants justify their choice with domain-specific reasons, 315

such as “All weather forecasts are notoriously inaccurate”. This highlights the 316

importance of tailoring explanations to the specific context in which they are used. 317

Argument preferences were also investigated by Rosenfeld and Kraus [45]. In their 318

experiment, participants were presented with existing conversations and tasked to 319

choose an argument to respond to the conversation. They found the acceptance status 320

of an argument was a poor predictor of participant responses, but that instead, 321

responses could be predicted well using a relevance heuristic. This relevance heuristic 322

used both the path length from the currently presented argument to the latest argument 323

and from the current argument to the topic argument and provided a better prediction 324

of human behaviour than any of the argumentation semantics in the study. 325

An experiment by Polberg and Hunter [46] also presented participants with 326

argumentative dialogues. Participants indicated their agreement with the arguments 327

presented in the dialogue. Then, probabilistic argumentation [47] was used to represent 328

the extent to which an argument is believed or disbelieved. They found that 329

participants interpret arguments and relations differently and that their prior knowledge 330

can affect this. They also suggest that simple accept/reject/undecided labels fail to 331

capture the nuances of human judgments, suggesting richer argumentation systems 332

could better capture human judgment. 333

Beyond argumentation frameworks, empirical studies in XAI have examined the 334

effects of explanation format [48], goals [49], and content [50] on user understanding and 335

decision-making. Other work highlights the importance of contrastive and causal 336

explanations, showing that humans prefer explanations that clarify why one outcome 337

occurred rather than another [21,51,52]. These findings indicate that human 338

explanation behavior is influenced by cognitive and contextual factors, supporting the 339

need for experimental evaluation of explanation definitions. 340

Despite the growing body of empirical cognitive research on the interpretation and 341

evaluation of arguments in computational argumentation, only one study, to our 342

knowledge, has empirically examined how people explain arguments. Scheffers et al. [36] 343

investigated two types of relatedness in argumentation-based explanations, directly and 344

indirectly related arguments, which correspond to direct and indirect defence from 345

Definition 1.2. Participants were presented with scenarios based on argumentation 346

frameworks and asked to use the arguments in that scenario to explain a topic 347

argument. It was found that participants could identify the defending arguments and 348

use them to explain (the acceptability of) the topic argument. Furthermore, 349

participants preferred to use just the direct defender as an explanation, even when an 350

indirect defender was also available. 351

Taken together, these studies show some important steps taken towards 352

understanding how humans reason and interact with computational argumentation. 353

However, more empirical research is needed to determine which explanation definitions 354

are best to explain the acceptance of arguments to people and to determine exactly what 355

information people prefer to include in explanations. Using directly related arguments is 356

one way in which people select arguments to include in an explanation [36]. However, 357

this does not give insight into how people select between multiple arguments that are all 358

directly related to the topic of an explanation. Among such arguments, different 359

explanation definitions in computational argumentation make varying choices about 360
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which and how many to include. Therefore, this study will examine three different 361

explanation definitions from computational argumentation by asking participants to 362

explain arguments in several argumentative scenarios, and comparing their explanations 363

to the expected explanation based on computational argumentation theory. 364

3 Methods 365

The research question for this study is: what arguments do people prefer in 366

argumentation-based scenarios, and does this align with three explanation definitions 367

from computational argumentation? To test this research question, we used three 368

increasing selective hypotheses. 369

H1. Participants prefer sufficient explanations. 370

H2. Participants prefer compact explanations. 371

H3. Participants prefer minimal explanations. 372

Participants were provided with scenarios like the one in Example 1.1, and then 373

asked to assume the topic argument to be true1 and select one or more of the 374

(defending or unrelated) ‘other arguments’ to explain the topic argument. ‘Participants 375

prefer X explanations’ in the hypotheses then means explanations fitting type X are 376

selected significantly more frequently than would be expected if the participants were 377

choosing randomly. This randomness is operationalised using two baselines: a naive 378

baseline and a simulated baseline (in Table 2). The naive baseline assumes that each 379

explanation has an equal probability of being selected by participants. This means that 380

the probabilities that each type of explanation is selected are based solely on the 381

proportion of explanations that fit that explanation type. For example, for AF1 382

introduced in Fig. 1, there are 5 sufficient explanation sets and a total of 15 possible 383

explanation sets (see Table 1); the naive baseline is therefore 0.33, representing that if 384

all explanations are selected equally, a third of the selected explanations will be 385

sufficient. This baseline is considered naive because it assumes that all explanations are 386

equally likely to be selected, regardless of the number of arguments they contain. 387

However, it is not given that participants are equally likely to select an explanation 388

consisting of a single argument compared to one containing four arguments. To address 389

this, the simulated baseline was weighted using the empirical distribution over 390

explanation lengths observed in this study. Specifically, we used the observed 391

distribution of the number of selected arguments per explanation to estimate the 392

probability that participants would randomly select each explanation type. For example, 393

for AF1, there is only one possible minimal explanation, which only contains one 394

argument. For this AF, 62 percent of explanations consisted of a single argument, and 395

there are four possible explanations of one argument for this AF. Therefore, the 396

probability of randomly selecting a minimal explanation for AF1 is 0.62 * 0.25, which 397

equals 0.16; this value can be found in the corresponding cell in Table 2. 398

3.1 Scenario creation 399

To instantiate the two AFs introduced in this paper (AF1 in Fig. 1 and AF2 in Fig. 2), 400

we created 20 scenarios set in various domains, such as a crime scene investigation, 401

environmental policy, and school projects. Each scenario consists of nine arguments 402

matching AF2, by leaving out arguments D and H, they can also be used to instantiate 403

1In the instructions to participants, we use “true” as shorthand for an argument which is acceptable
given the other arguments in the AF.
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Table 2. Values for the two baselines used in this study to test the
hypotheses.

AF Total Sufficient Compact Minimal
Counts 1 15 5 2 1

2 31 5 2 1
Naive baseline 1 15 0.33 0.13 0.07

2 31 0.16 0.06 0.03
Simulated baseline 1 15 0.32 0.20 0.16

2 31 0.08 0.04 0.03

Note. This study uses a naive and a simulated baseline to measure if the studied types
of explanation definitions are selected more frequently than they would be if
participants selected answers randomly. The naive baseline is calculated by dividing the
count of an explanation type by the total possible explanations. The simulated baseline
is weighted based on the number of arguments included in explanations by participants.

AF1. To create these scenarios, we followed a similar format and argument structure as 404

used in prior work [20,34,53]. In every scenario, argument I is unrelated to the other 405

arguments. When creating instantiations for this argument, we ensured that the 406

argument was not trivially unrelated by setting it same context (see argument I in 407

Example 1.1). 408

The design of the scenarios was done in two steps. First, we wrote scenarios that 409

intentionally included variance in several dimensions. This decision reflects our aim to 410

study explanation preferences in a general sense, rather than preferences in any specific 411

context or for specific types of arguments. In abstract argumentation, an argument is 412

an abstract item with no internal structure. These abstract arguments can be 413

instantiated with many types of formal or informal arguments. Therefore, our scenarios 414

cover a wide range of arguments and attack types (see S4 Appendix for more details). 415

Second, we ensured the scenarios were easy to understand for participants. Language 416

was standardized in every scenario to CERF B1 or B2 level [54], making the entire 417

collection of argument sets is B2 level on average. This means that a fluent speaker 418

should have no problem reading the arguments. On average, each scenario is 194 words 419

long. Additionally, a small pilot with a think-aloud procedure was conducted to ensure 420

the understandability of the arguments. This led to minor tweaks in the experiment 421

instructions and clarification of ambiguous argument phrasing. 422

3.2 Participants 423

No sensitive or personally identifiable information was collected from participants, and 424

all data was collected anonymously. The study was approved by the Utrecht University 425

Science-Geo Ethics Review Board. Before starting the experiment, participants 426

provided informed consent through the digital experiment software (see S1 Appendix). 427

We recruited 301 participants (M = 34.5, SD = 12.0) through Prolific on November 21 428

and 22, 2024; this number of participants was determined using a power analysis and 429

preregistered [55]. Participants were paid £3 for partaking in the experiment. 430

Participants took, on average, 16.4 minutes, meaning they were paid, on average, £10.76 431

per hour. Participants were required to be at least 18 years old, be fluent English 432

speakers, and have at least completed secondary education. Most participants (248) 433

completed at least an undergraduate education. The gender of participants was mixed 434

(Female 156, Male 144, Other 1). Participants were from 42 different countries, with the 435

largest groups being from South Africa (104), the UK (55), and the US (16). In total, 436
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five participants were rejected for completing the experiment in less than five minutes, 437

as it is impossible to read all items in that time. 438

3.3 Procedure 439

Prior to the start of data collection, the methods and hypotheses of the current study 440

were preregistered [55]. Participants were invited to take part in the experiment 441

through Prolific. On the platform, they received some basic information about the 442

experiment, how long it would take (about 20 minutes), and how much they would be 443

paid (£3). After deciding to partake in the experiment, they were directed to the 444

experiment, where they provided consent for their data to be collected (see S1 445

Appendix). After providing consent, participants were presented with detailed 446

instructions and an example (full layout in S2 Appendix). 447

Participants were then presented with eight out of twenty possible scenarios, four per 448

AF, which were presented one by one in random order. Every scenario consists of a 449

topic argument, arguments attacking the topic argument, and other arguments 450

defending or unrelated to the topic argument. Participants were shown these arguments 451

in a similar way to Example 1.1. At the top of the page, the topic argument was shown, 452

then the ‘counterarguments’ (clearly marked as such). The defending and unrelated 453

arguments were not labelled as such, but simply grouped below the counterarguments in 454

random order, with checkboxes next to them. Participants were instructed to explain 455

the topic argument using these arguments, where participants could select multiple 456

arguments but needed to select at least one before they could progress to the next 457

scenario. After selecting an explanation for eight scenarios, participants finished the 458

experiment and were redirected to Prolific. 459

4 Results 460

Before testing the hypotheses, we checked the quality of responses. All participants 461

spent at least five minutes completing the experiment and selected varying explanations 462

throughout the experiment. No learning or fatigue effects were found. Next, we tested 463

the consistency across the different scenarios. Each AF was instantiated with 20 464

different scenarios. To test if there was a difference between responses to scenarios, 465

possibly indicating issues with the interpretation of scenarios, we used Fisher’s exact 466

test2 to test for an association between scenario and explanation selected by participants. 467

Since there is a dependency between explanation options, we only included explanations 468

of a single argument. We found a significant relation (p <.001) between explanation 469

and scenario, with a moderate effect size3. Despite these group-level differences, we 470

found no differences between explanations provided for individual scenarios when 471

comparing them to each other or to the average response pattern, using Fisher’s exact 472

test. Since no single scenario was significantly different from the overall response 473

pattern or any other scenario, we aggregated responses by AF for further analysis. 474

In the aggregated data, we observed a difference in the types of explanations 475

provided by participants between AF1 and AF2. For AF1, participants select all three 476

explanation types more frequently than for AF2. This suggests a difference in the 477

interpretation of the two AFs by participants; therefore, the two AFs will be analysed 478

separately. 479

2The expected counts for some cells was less than five, therefore, the Chi-square test could not be
used.

3For AF1, Cramér’s V = .286, for AF2, Cramér’s V = 0.277.
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Fig 3. Counts for all explanations provided by participants for the two AFs
Note. There were 1 196 total explanations for AF1 (top) and 1 212 for AF2 (bottom).
The bars are coloured by explanation type, and the dotted lines separate bar by the
number of arguments included in explanations. Most explanations consist of a single
argument, followed by explanations of two, three, four, and five arguments. For AF1

(top), the minimal explanation is selected most frequently, and for AF2 (bottom), the
minimal explanation is the most frequently selected explanation of length two. For both
AFs, the sufficient and compact explanations are among the most frequently selected
within their respective explanation lengths. For AF2, many explanations of a single

argument are selected, which do not fit any of the explanation types considered in this
study.
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4.1 Main hypotheses 480

To test out hypotheses, we consider all explanations provided by participants for each of 481

the two AFs (Fig. 3). The most frequent explanation in both AFs is {F}; this is a 482

minimal explanation for AF1, but not for AF2, where the minimal explanation is 483

{F,H}. After {F}, all other explanations containing one related argument are selected 484

most frequently. Among explanations containing two arguments for AF1, the compact 485

({E,G}) and sufficient ({E,F}, {F,G}) explanations were selected more frequently 486

than other explanations containing three arguments. For AF2, the minimal explanation 487

{F,H} was also selected more than any other explanation of two arguments. So, 488

explanations fitting our hypothesised explanation types are selected more frequently 489

than other explanations of the same length. A similar pattern can be observed for 490

explanations of three and four arguments (Fig. 3). The only exception to this pattern is 491

explanation {E,F,G}, which was selected frequently compared to other explanations of 492

three arguments, despite not fitting any of the three explanations. 493

For AF1, the average number of arguments included in explanations was 1.48 (SD = 494

0.54), 62 percent of explanations included one argument, 28 percent included two, 9 495

percent included three, and less than 1 percent included four arguments. For AF2, the 496

average length of explanations was 1.74 (SD = 0.76), which, using a Wilcoxon signed 497

rank t-test4, was found to be significantly different (V = 3164, p <0.001) from the 498

explanation length for AF1. For this AF2, 53 percent of explanations included only one 499

argument, 25 percent included two, 17 percent included three, and less than 5 percent of 500

explanations included four or five arguments. 501

When grouped, all explanation types are selected more frequently than expected 502

based on both baselines (Fig. 4). For AF1, a total of 1 196 explanations were given. Of 503

these total explanations, 609 out of 1 196 (p̂ = .509) explanations fit at least one of the 504

three hypothesised explanation types. A total of 609 (p̂ = .509) explanation were 505

sufficient, 397 (p̂ = .332) were compact, and 273 (p̂ = .228) were minimal. These counts 506

are compared to the baselines in Fig. 4. Since all minimal explanations are also compact, 507

and all compact explanations are also sufficient, these counts are cumulative. The other 508

587 out of 1 196 (p̂ = .491) explanations did not fit any of the three types. These 587 509

explanations that did not fit any type mostly (471) consisted of a single argument. 510

For AF2 a total of 1 212 explanations were given; 214 out of 1 212 (p̂ = .177) fit at 511

least one of the three hypothesised explanation types, 214 (p̂ = .177) explanations were 512

sufficient, 105 (p̂ = .087) were compact, and 53 (p̂ = .044) were minimal. A total of 998 513

out of 1 212 (p̂ = .823) explanations did not fit any of the three types. Again, the 514

majority of explanations that did not fit any type consisted of a single argument (648). 515

We compared the proportions with which explanation types were selected for each 516

AF to the baseline using one-proportion tests5 and found that they were all selected 517

significantly more than both baselines (with p <.001 except for minimal explanations 518

for AF2 compared to both baselines, for which p = .007), except for sufficient 519

explanations for AF2 compared to the naive baseline (χ2(1) = 2.35, p = .125). 520

4.2 Additional findings 521

After confirming our hypotheses, we conducted an additional exploratory analysis and 522

found three interesting observations. First, participants generally select short 523

explanations, meaning they consist of only a small number of arguments. Explanations 524

4This test was used because the difference between explanation lengths for AF1 and AF2 per
participant were found to be not be normally distributed using a Shapiro-Wilk test for normality
(W=0.96, p <0.001)

5Assumptions for this test were met: trials were independent, and both the number of expected
successes and expected failures exceeded 5 in all cases, satisfying the normal approximation to the
binomial distribution.
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Fig 4. Counts of explanations grouped by explanation type for each of the
two AFs. These counts match the coloured bars in Fig. 4; since all minimal
explanations are also compact, and all compact explanations are also sufficient, these
counts are cumulative. The dashed line indicates the naive baseline, the solid line
indicates the simulated baseline, which is weighted using data on the explanation length
of participants. Since participants generally gave short explanations, this baseline is
higher for minimal and compact explanations in AF1, which consist of one or two
arguments, and lower for sufficient explanations in AF2, which consist of up to four
arguments.

can include anywhere from one to four arguments for AF1, and one to five arguments 525

for AF2. The average length of explanations was 1.48 (SD = 0.54) for AF1 and 1.74 526

(SD = 0.76) for AF2. Participants most frequently provided explanations consisting of 527

a single argument (p̂ = .620 for AF1 and p̂ = .530 forAF2). In most cases, these 528

single-argument explanations consist of a related argument; the unrelated argument I is 529

used infrequently compared to the other single-argument explanations. For AF1, I is 530

selected 86 out of 1 196 times (p̂ = .072), and for AF2 53 out of 1 212 times (p̂ = .043). 531

Therefore, in the majority of cases, participants select a single related argument as an 532

explanation. 533

Second, we found that participants more frequently provided explanations for the 534

second AF that did not fit any of our explanation types, compared to the first AF. 535

Therefore, we further investigated these explanations by dividing them into four 536

categories: 1) explanations fully defending the topic, but including unrelated arguments, 537

2) explanations partially defending the topic, 3) explanations partially defending the 538

topic and including unrelated arguments, and 4) only including unrelated arguments. 539

The proportions of explanations that fit each of these categories can be found in Table 3. 540

Most of the given explanations partially defended the topic and did not include 541

unrelated information (p̂ = .322 for AF1, p̂ = .672 for AF2). For AF1, explanations of 542

this type were {E} and {F}; both arguments defend the topic argument against one, 543

but not both of its attackers. For AF2, explanations partially defending the topic and 544

not including unrelated arguments are {E,F,G} and all one- and two-argument 545

explanations not containing I. Out of these explanations, {F} is most frequently 546

selected (191 out of 1 212), followed by {H} (154 out of 1 212), {G} (141 out of 1 212), 547

and {E} (141 out of 1 112). Interestingly, explanation {G} is used more than {E}, since 548

these arguments were instantiated with the same content as for AF1, for which both 549

were approximately selected the same amount. The most frequently selected 550

explanations {F} and {H} could be considered the most important arguments, because 551

argument F defends the topic against two attackers and argument H defends the topic 552

against an attacker that no other argument attacks. This means participants did 553

identify what information they believed to be the most important in an explanation, but 554

selected fewer arguments than needed to fully defend the topic. 555

Third, we investigated variance in explanation behaviour between participants, and 556
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we found some interesting patterns. About two-thirds of the participants (208 out of 557

301) varied the length of the explanations they chose; the other third of participants 558

(92) always chose the same length explanation throughout the entire experiment. For all 559

of these participants, the length they stuck with was one. Slightly over half of the 560

participants (182) were consistent in their explanation length for at least one of the two 561

AFs. 562

Table 3. Categories of explanations fitting none of the hypothesised types.

Total explanations
that fit no type

1) Full defense,
includes unrelated

2) Partial defense,
no unrelated

3) Partial defense,
includes unrelated

4) Only unrelated

AF1 587 out of 1 196 (.490) 79 (.066) 385 (.322) 37 (.031) 86 (.072)
AF2 998 out of 1 212 (.823) 20 (.017) 814 (.672) 111 (.092) 53 (.044)

Note. Four categories of explanations that fit none of the three hypothesised explanation types in this study, and the
proportions of total explanations that fit these categories for both AFs. The proportions indicated for each of the four
categories are based on the total explanations given for each AF and thus sum to the proportion of the first column.

5 Discussion 563

In this study, we investigated explanation preferences by comparing explanations 564

provided by participants to three types of explanation definitions from computational 565

argumentation: sufficient, compact, and minimal explanations. Participants selected 566

explanations in argumentation-based scenarios based on two argumentation frameworks 567

of differing complexity and spanning multiple domains. Each scenario consisted of a 568

topic argument, counterarguments to the topic argument, arguments defending the 569

topic by attacking those counterarguments, and one unrelated argument. Participants 570

were instructed to construct an explanation for the topic argument, given the 571

counterarguments, using the defending and unrelated arguments. We hypothesised that 572

participants would prefer sufficient, compact, and minimal explanations more frequently 573

than the two baselines, indicating a preference for these types of explanations over other 574

possible explanations. 575

By comparing the explanations provided by participants to both the simulated and 576

naive baselines described in Section 4.1, we found support for our hypotheses. 577

Participants selected explanations that fit the sufficient, compact, and minimal 578

explanation types more frequently than expected based on two baselines, confirming our 579

hypothesis that these types of explanations, as defined in [32], can align with human 580

preferences. This preference should be interpreted with care. For AF2, the majority of 581

explanations did not fit the explanation types since participants generally gave shorter 582

explanations than those that fit the explanation types. This is because in AF2, a 583

sufficient (minimal, compact) explanation needs to contain at least two arguments to 584

successfully defend the topic argument against all its attackers B, C, and D (Figure 2), 585

so any short explanation consisting of just one argument will not fit any of the 586

explanation types. Compared to the simulated baseline, which takes into account 587

participants’ preference for short explanations, all three explanation types were selected 588

more frequently than expected for both argumentation frameworks. Against the naive 589

baseline, the pattern was more nuanced: in the smaller framework (AF1), participants 590

preferred all three explanation types, while in the larger framework (AF2), only 591

minimal and compact explanations were selected significantly more frequently than 592

other explanations compared to the simulated baseline. The major difference between 593

the two baselines is that the simulated baseline adjusted the expected proportions using 594

the data collected in this study on explanation length. Therefore, this baseline controls 595
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for participants’ preference for short explanations and can show that, when we take this 596

preference into account, participants’ explanation behaviour aligns with explanation 597

types from formal argumentation literature. 598

Besides confirming our hypotheses, the most important finding is that participants 599

preferred short explanations consisting of related arguments. These preferences were 600

consistent across the two AFs. In the smaller argumentation framework (AF1), the 601

minimal explanation consisted of only one argument, and the compact explanations 602

consisted of only two. For the larger AF (AF2), the minimal and compact explanation 603

consists of two and three arguments, respectively. Despite the increase in available 604

information and the need for an additional argument to provide a minimal explanation, 605

participants’ explanations were only 25 percent longer for AF2 than for AF1. This 606

suggests that participants’ preference for short explanations remains relatively stable 607

with an increase in the availability of information and the complexity of the situation. 608

This is comparable to results by [34], where they found that participants employed 609

simpler reasoning strategies by accepting fewer arguments for more complex AFs, 610

showing that participants are more selective in complex cases. Explanations that did 611

not fit any of the three tested types did, in most cases, consist of related arguments and 612

partially defend the topic. Explanations that included unrelated arguments were rarely 613

chosen, including explanations that are formally admissible (cf. Definition 1.1). This 614

suggests that participants can identify and intentionally exclude unrelated arguments 615

from explanations. These findings are consistent with [36], which also found a 616

preference for explanations containing only directly related arguments, and [45], which 617

found a preference for related arguments. 618

These findings about explanation length in combination with the found preference of 619

participants for sufficient, minimal, and compact explanations may be explained 620

through theories about the limitations of human cognition, such as cognitive load 621

theory [39]. Cognitive load theory suggests that people have a maximum processing 622

capacity; the load of processing multiple arguments and including them in explanations 623

is considerable. Additional explanation length and unrelated elements cause 624

unnecessary cognitive load; therefore, participants may include a similar amount of 625

information for explanation in both AFs, even though more information is available for 626

the second. For the second AF, more arguments are needed to provide a sufficient 627

explanation; the additional load of needing to process and select more arguments could 628

be a reason why many participants did not do so. 629

5.1 Limitations and Future Work 630

This study identifies preferences for argumentation-based explanations, though the 631

extent to which these findings generalise is subject to some limitations. These 632

limitations fall into three main areas: (1) individual differences in behaviour, (2) 633

differences in responses between scenarios, and (3) the setting of the experiment. This 634

section further discusses these limitations, how they could be resolved, and what 635

additional future work could be conducted. 636

While our main findings are based on aggregated results, we observed interesting 637

differences between participants. One-third of participants were consistent in the 638

number of arguments used in explanations, and over half were consistent within one AF. 639

However, the other two-thirds of participants varied in explanation length depending on 640

the scenario. Completion time varied widely between participants and was uncorrelated 641

with explanation length: some participants quickly selected short explanations; others 642

spent more time to arrive at similarly short explanations. These patterns may reflect 643

unmeasured participant characteristics such as reasoning style or risk tolerance. This 644

variability might limit our ability to generalise explanation preferences across the 645

population. Further research into cognitive styles, decision strategies, or personality 646
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traits could explain these individual-level differences. 647

A second limitation of this study is the variation in responses to different scenarios. 648

This was not fully unexpected, since we used a set of scenarios diverse in phrasing and 649

context. Participant responses varied significantly across scenarios in the omnibus test, 650

but no scenario was found to be significantly different in post-hoc tests. In prior work, 651

on the Wason selection task [41] and argument evaluation [44], it has been found that 652

participants may apply different reasoning strategies depending on context. In the 653

current study, we focus on investigating human behaviour over a variety of scenarios. 654

We conducted investigations into the effects of the context in which the scenarios were 655

set and into the phrasing of the scenarios. However, due to a lack of statistical power in 656

these post hoc investigations, we did not find any effects and did not further report on 657

tests. Future work should investigate how context and phrasing influence reasoning to 658

facilitate creating argumentation-based explanation definitions that can be used across 659

diverse settings. In this regard, future work would benefit from applying established 660

typologies of argument types, such as Walton’s argumentation schemes [56] and the 661

systematic classifications proposed by Wagemans [57], to better account for variation in 662

how different kinds of arguments are interpreted. More broadly, future work should 663

investigate how context, wording, and domain knowledge of participants affect reasoning 664

and explanation preferences. 665

Understanding how context and phrasing influence reasoning is essential for 666

developing argumentation-based explanation frameworks that are robust across diverse 667

settings. In this regard, future work would benefit from engaging more directly with 668

established typologies of argument types, such as Walton’s argumentation schemes and 669

the systematic classifications proposed by Wagemans, in order to better account for 670

variation in how different kinds of arguments are interpreted. More broadly, future 671

research should investigate how context, wording, argument type, and participants’ 672

domain knowledge jointly affect reasoning and explanation preferences. 673

A third limitation to the generalizability of this study is the setting of the 674

experiment. In our experiments stakes were low, and the time pressure was minimal. It 675

is possible that in high-stakes or time-sensitive contexts, reasoning and explanation 676

preferences are different. In time-sensitive contexts, explanation preferences might shift 677

toward shorter or more selective reasoning, while in high-stakes settings, people might 678

prefer longer explanations. Additionally, cognitive load may play a role in how 679

participants select explanations. If participants in this study were limited in their 680

explanation selection by cognitive capacity, reducing this might lead people to select 681

longer explanations. For example, by simplifying individual arguments or by having 682

participants evaluate arguments instead of generating them. Moreover, our participants 683

were laypeople, whereas explanations of systems often serve domain experts whose 684

explanation preferences may differ significantly from laypeople [58]. To understand how 685

our results generalise to provide explanations to experts in high-stakes or time-sensitive 686

settings, future studies should involve content specific to high-stakes domains and 687

participants with relevant expertise. 688

We have discussed several limitations and opportunities for future work. To facilitate 689

future work, we include 20 scenarios developed for this study, which can be used to 690

represent two AFs and any of their subsets (see S3 Appendix). Future studies could 691

address the generalizability issues mentioned previously. For example, by exploring 692

whether experts in a domain have different explanations from non-experts and whether 693

reducing cognitive load influences explanation preferences. If individual arguments are 694

made shorter and easier to read, participants’ choices might change, suggesting that 695

complexity plays a role in how explanations are selected. 696

Finally, the participant-generated explanations collected in this study can serve as a 697

benchmark for evaluating argument-based explanation definitions. By comparing those 698
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explanation definitions to participant-generated explanations, researchers can assess the 699

degree to which these explanation types align with human reasoning. This may support 700

the development of more realistic and user-aligned explanation definitions, such as 701

definitions that do not strictly require admissibility and interactive explanation 702

definitions that use user preferences. 703

6 Conclusion 704

In this study, we compared explanations provided by participants to three types of 705

explanation definitions from computational argumentation: sufficient, compact, and 706

minimal explanations. For the smaller argumentation framework, participants selected 707

explanations that fit these types more frequently than expected under both baselines. 708

For the larger framework, this pattern held for minimal and compact explanations 709

across both baselines, showing that in these cases, participants’ explanation behaviour 710

aligns with explanation types based on formal argumentation. However, for the larger 711

argumentation framework, participants only showed a preference for sufficient 712

explanations compared to the baseline that takes into account participants’ preference 713

for short explanations, and not compared to the uniform baseline. 714

These findings show a correspondence between human explanatory behaviour and 715

explanations based on computational argumentation, but also expose the limitations of 716

existing formal frameworks. For the larger argumentation framework, the majority of 717

explanations by participants were too short to be sufficient, minimal or compact 718

according to definitions in computational argumentation, since these explanation types 719

from [32] do not capture partial or non-admissible yet cognitively plausible explanations. 720

To bring human and theoretical explanations closer together, future work should 721

investigate how to create explanation definitions that allow for selective and potentially 722

incomplete explanations, while preserving the guarantees of formal correctness. 723

Together, this will contribute to the design of explanation definitions that are both 724

formally sound and psychologically realistic. By sharing our experimental setup, 725

including scenarios and argumentation frameworks that can be used by others (see S3 726

Appendix), we hope to support further empirical research into argumentation-based 727

explanations. 728
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S2 Appendix. Experiment Layout. Two examples of how scenarios were
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S3 Appendix. Scenarios. Twenty natural language scenarios were used to
instantiate the two argumentation frameworks used in this study.
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S1 Appendix. Consent and instructions.

Welcome to the Study ‘Explanation based on Formal Argumentation’
By Roos Scheffers, Graduate School of Natural Sciences, Utrecht University.

1. Introduction
My name is Roos, and I am a graduate student at Utrecht University. I’m conducting a study on
explanations in the field of explainable artificial intelligence as part of my master’s thesis under
the supervision of Floris Bex. You are invited to take part in this study. Before you decide, it is
important to understand why the research is being done and what it will involve.

2. About the study
Models created using artificial intelligence can be very complex. The field of explainable artificial
intelligence aims to explain these very complex models and to create functional models with reduced
complexity. To be able to explain models to people, it is important to understand what explanations
people prefer and use. This study will collect such data and compare it to theories of explanation
based on formal argumentation.

3. Your rights
Participation is voluntary. Your data for this study will only be collected if you consent to this. If
you decide not to participate, you do not have to take any further action. You do not need to sign
anything. Nor are you required to explain why you do not want to participate. If you decide to
participate, you can always change your mind and stop participating at any time, including during
the study. You will even be able to withdraw your consent after you have participated. However,
if you choose to do so, we will not be required to undo the processing of your data that has taken
place up until that time. The personal data we have obtained from you up until the time when you
withdraw your consent will be erased (where personal data is any data that can be linked to you, so
this excludes any already anonymised data)

4. Approval of this study
This study has been allowed to proceed by the Research Institute of Information and Computing
Sciences based on an Ethics and Privacy Quick Scan. If you have a complaint about the way
this study is carried out, please send an email to: ics-ethics@uu.nl. If you have any complaints
or questions about the processing of personal data, please send an email to the Faculty of Sci-
ences Privacy Officer: privacy-beta@uu.nl. The Privacy Officer will also be able to assist you in
exercising the rights you have under the GDPR. For details of our legal basis for using personal
data and the rights you have over your data, please see the University’s privacy information at
www.uu.nl/en/organisation/privacy. If you have any questions or concerns about this research,
please contact Roos Scheffers at r.j.scheffers@uu.nl.

Please read the statements below and tick the final box to confirm you have read and understood
the statements, and upon doing so, agree to participate in the project.

• I confirm that I am 18 years of age or over.

• I confirm that the research project “Properties of Argumentation-based Explanations” has
been explained to me.

• I consent to the material I contribute being used to generate insights for the research project.

• I understand that my participation in this research is voluntary and that I may withdraw from
the study at any time without providing a reason, and that if I withdraw, any personal data
already collected from me will be erased.

• I consent to allow the fully anonymized data to be used in future publications and other
scholarly means of disseminating the findings from the research project.
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• I understand that the data acquired will be securely stored by researchers, but that appropriately
anonymized data may in future be made available to others for research purposes.

• I understand that the University may publish appropriately anonymized data in appropriate
data repositories for verification purposes and to make it accessible to researchers and other
research users.

Study instructions

Please carefully read the following instructions.

In this study, you will be presented with 8 scenarios, each of which consists of several arguments
and counterarguments. First, you will see the topic argument, which you can always assume to
be true. Below the topic argument, you will see several counterarguments to the topic. Below the
counterarguments are several other arguments. Your task will be to explain why the conclusion of
the topic argument is the case, using the other arguments in the scenario. Choose the options that
you feel explain the topic argument’s conclusion best, by checking the box next to the arguments.
You can select any number of arguments to explain the topic argument.

For this study, I’m interested in how you personally would choose to explain the topic. There are no
right or wrong answers; you can explain each scenario however you feel is best. Please select the
options that best correspond to how you would explain the topic argument.

There is no time limit on this task, so feel free to take as long as you need to read all the arguments
carefully. Every question will include an info button that you can click to see a shortened version of
this explanation. Feel free to take a look at the first question and go back to the instructions if you
want to read them again. You can go back to these instructions at any time.
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S2 Appendix. Experiment layout.

Claim: Jessie saw Stephen at the crime scene yesterday at the time of the crime. Therefore, Stephen
is guilty.
However, Stephen’s father testifies that Stephen was having dinner with his family at the time of the
crime. Therefore, Stephen couldn’t have been seen at the crime scene at the time of the crime. And
Stephen testifies that he has never been to the crime scene. Therefore, Stephen couldn’t have been
seen at the crime scene at the time of the crime.
And it was night and dark outside at the time of the crime, so Jessie could have mistakenly thought
the perpetrator was Stephen.

□ Stephen’s father can be very forgetful sometimes, so he might have misremembered having
dinner with Stephen.

□ Neither Stephen nor his father are reliable witnesses on Stephen’s actions; therefore, their
testimonies cannot be trusted.

□ There is a picture of Stephen at the crime scene two years ago, so Stephen is lying when he
says he’s never been at the crime scene.

□ The area around the crime scene is generally well lit at night, so it shouldn’t be an issue to
recognise someone.

Claim: AI system X is biased and makes unfair decisions. Therefore, AI system X is unethical.
However, developer 1 claims that AI system X was trained on diverse datasets. Therefore, it cannot
be biased. And developer 2 testifies that the algorithm of AI system X is designed to eliminate
biases. Therefore, it cannot make unfair decisions. And an independent auditor reports that the
data used by AI system X is very representative of the population. Therefore, it’s not biased.

□ Developer 1 has previously ignored issues of data bias, so their claim might not be reliable.

□ Both developers are part of the team that created AI system X, and hence might be biased in
defending it.

□ A study found that AI system X’s decisions disproportionately affect certain groups. Therefore,
the system’s fairness is questionable.

□ The independent auditor’s report might have overlooked recent updates to the dataset and
algorithm. Therefore, their conclusion might be outdated.

□ Developer 3 is an expert in auditing AI systems and can therefore be trusted to identify bias
in systems
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S3 Appendix. Scenarios.

Scenario 1

(A) Jessie saw Stephen at the crime scene yesterday at the time of the crime. Therefore, Stephen
is guilty.

(B) Stephen’s father says that Stephen was having dinner with his family at the time of the crime.
Therefore, Stephen couldn’t have been at the crime scene at the time of the crime.

(C) Stephen says that he has never been to the crime scene. Therefore, Stephen couldn’t have
been seen at the crime scene at the time of the crime.

(D) It was night and dark outside at the time of the crime, so Jessie was wrong in thinking he saw
Stephen.

(E) Stephen’s father is very forgetful, so he misremembered having dinner with Stephen.

(F) Neither Stephen nor his father are reliable sources of Stephen’s actions. Therefore, their claims
cannot be trusted.

(G) There is a picture of Stephen at the crime scene two years ago, so Stephen is lying when he
says he’s never been to the crime scene.

(H) The area around the crime scene is generally well-lit at night, so it wasn’t dark around the
crime scene at the time of the crime.

(I) Jessie’s credit card was used to make a purchase near the crime scene around the time of the
crime. Therefore, it is likely Jessie was at the crime scene when the crime occurred.

Scenario 2

(A) A user says the software crashes when they click the ”Save” button. So, there is a problem
with the software.

(B) Developer A says they tested the ”Save” button, and it works fine on their computer. So, there
is no problem.

(C) Developer B looked at the code and found no issues with the ”Save” button. So, there is no
problem.

(D) The software was running on an older version of the operating system on the user’s computer.
So, the crash happened because of compatibility issues, not because of a problem with the
software.

(E) Developer A forgot to update their test setup. So, their test results are not up-to-date.

(F) Developers A and B are using a newer version of the software than the user. So, their tests are
different from what the user is seeing.

(G) Developer B missed some special cases. So, their code check is not complete.

(H) Other users are using the software on older operating systems. So, the old version does not
cause compatibility problems.

(I) Reports take at least two weeks to be processed. So, the developers are behind schedule.

Scenario 3

(A) System X uses biased data and makes unfair decisions. So, system X is not ethical.

(B) Developer 1 says that system X was made with different types of data. So, it cannot be unfair.

(C) Developer 2 says system X is made to remove unfairness. So, it cannot make unfair decisions.

(D) An inspector reports that the data used by AI system X represents the population well. So, it
is not biased.

(E) A study reports that the datasets system X was made with are very similar. So, the system
was not trained on different types of data.

(F) A senior developer says system X was made quickly. So, it was not trained on many different
datasets or designed to remove unfairness.
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(G) A study found that AI system X’s decisions affect some groups more than others. So, the
system is not fair.

(H) The inspector missed some changes in the data and system. So, their report is not trustworthy.

(I) Developer 2 says AI system Y was made with unfair data. So, system Y is not fair.

Scenario 4

(A) Scientist A’s data shows that global temperatures have gone up in the last 100 years, so climate
change is real.

(B) Scientist B says that the data is affected by heat from cities, and does not reflect what is
happening everywhere. So, the data is misleading.

(C) Opponent C says that climate data is not reliable and has many gaps. So, we cannot trust
results based on it.

(D) Opponent D says that natural changes, like solar cycles, can also explain the rise in global
temperatures. So, the data from Scientist A does not prove that climate change is real.

(E) New methods have been created to fix the problem of city heat in climate data. So, Scientist
B’s idea is outdated.

(F) Both Scientist B and Opponent C are paid by groups that make money from fossil fuels. So,
their opinions may be biased.

(G) New satellite data supports the rise in global temperatures that the data showed. So, the data
is not misleading.

(H) Scientist F says the rise in global temperatures is more connected to pollution from human
activities than to natural changes. So, natural changes cannot explain the rise in temperature.

(I) A new satellite was launched last week to make climate data better. So, future climate data
will be more accurate.

Scenario 5

(A) The judges decided that contestant A’s volcano experiment was the best project at the science
fair because it clearly showed a chemical reaction.

(B) Contestant B says that the volcano project uses everyday materials and is not very original.
So, it should not be the best.

(C) A science teacher says the chemical reaction in the volcano experiment is simple and does not
show advanced knowledge. So, it is not the best experiment.

(D) An observer says that contestant A’s experiment does not connect to real-world problems,
which is important in experiments. So, it is not the best project.

(E) Contestant A explains that they used a new mix of materials that are not usually used in
volcano experiments, so the project is original.

(F) The audience at the fair agreed that the materials and the method show creativity and good
scientific understanding, proving the project is not too simple or unoriginal.

(G) Before the experiment, contestant A wrote a detailed report about it. So, they have shown a
strong understanding of the experiment.

(H) The rules of the science fair say that projects should be educational for children. So, the
experiments don’t need to relate to real-world problems.

(I) The audience liked contestant C’s project. So, contestant C’s project is the audience’s favorite.

Scenario 6

(A) The CEO says that expanding into the Asian market will help the company make more money.

(B) The CFO thinks the Asian market already has too many competitors, so it will be hard for
new companies to succeed.

(C) A market analyst reports that what customers in Asia want is different from what our products
offer, so the products may not sell well there.
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(D) A logistics manager says that shipping costs and taxes will lower profits for products sold in
Asia.

(E) The regional manager in Europe points out that the company has been successful in similar
markets and thinks small changes can help with the competition in Asia.

(F) The business development team mentions that the company has a history of overcoming
challenges like new customer wishes and competition.

(G) Surveys done by the company show that customers in nearby regions are more interested in
our products, which could mean success in Asia too.

(H) The logistics manager is not aware of recent trade deals, so they cannot accurately predict the
costs of taxes.

(I) A trade fair showing new Asian technology is planned for next month. So, many interested
people will be there.

Scenario 7

(A) A policymaker suggests a new law to increase financial help for solar energy, saying it will help
fight climate change.

(B) An opposing lawmaker says the subsidies are too expensive and will hurt the national budget.

(C) An environmental scientist says focusing only on solar energy won’t be enough to meet the
country’s energy needs.

(D) An economic analyst is worried that this money will take away funds needed for other important
environmental projects.

(E) The CEO of a solar company says the price of solar panels has gone down, making them a
cheaper option.

(F) A renewable energy expert says that the lawmaker and the scientist are not counting on the
long-term savings from using solar energy.

(G) New technology has made solar energy more efficient, which goes against the scientist’s idea
that solar power won’t be enough.

(H) A financial expert shows data from other countries where similar subsidy programs worked
well, so it will not take money away from other projects.

(I) A recent survey shows that public support for wind energy subsidies is at its highest. So,
supporting this could help politicians get more votes.

Scenario 8

(A) Reviewer 1 says that the paper makes an important contribution to the field. So, the paper
should be accepted.

(B) Reviewer 2 says that the paper does not have enough experimental proof. So, the paper should
be rejected.

(C) Reviewer 3 argues that the paper’s theory has problems. So, the paper should be rejected.

(D) The paper does not follow the journal’s style, showing a lack of care. So, the paper should be
rejected.

(E) Reviewer 2 is known to be very critical. So, their negative review is biased.

(F) The paper has an appendix with detailed experimental proof and an explanation of the theory.
So, these parts are not lacking or flawed.

(G) Reviewer 3 often publishes work that challenges other theories. So, their review is biased by
their research.

(H) Papers do not need to follow the journal’s style during the review. So, the style does not show
a lack of care.

(I) The journal editor shared new rules for submitting papers to improve the review process. So,
future reviews will be faster.
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Scenario 9

(A) Doctor A says the patient has Disease X based on their symptoms. So, the patient has Disease
X.

(B) Doctor B says the symptoms show the patient has Disease Y. So, the diagnosis of Disease X is
wrong.

(C) The patient’s family has a history of Disease Y. So, the patient has Disease Y.

(D) Doctor A has made mistakes in diagnosing similar cases before. So, their diagnosis cannot be
trusted.

(E) Doctor B is an expert in rare diseases and is focusing too much on the chance of Disease Y. So,
their opinion is biased.

(F) Lab tests do not show any signs of Disease Y. So, the patient does not have Disease Y.

(G) Disease Y is not passed down in families. So, the patient’s family history of Disease Y does
not matter.

(H) In the cases where Doctor A made mistakes, the symptoms were not as clear as in this case.
So, Doctor A has not made the same mistake in similar cases.

(I) Patient surveys show that people are unhappy with Doctor C’s diagnosis. So, Doctor C’s
methods should be checked.

Scenario 10

(A) In a book review, Critic A says the main character’s actions are driven by a desire for revenge.
So, the theme of the book is revenge.

(B) Critic B says the main character’s actions are not about revenge, but about seeking justice.
So, the theme of the book is justice.

(C) Other interpretations suggest that the main character’s actions are complicated and cannot be
put into just one category. So, the theme does not fit any single category.

(D) Literary analysis of the book shows that the main theme is justice. So, the theme is not
revenge.

(E) Critic B has a background in law. So, their focus on justice is biased.

(F) Critic A has written a lot about revenge in literature. So, their argument is likely better
supported than Critic B’s or the alternative interpretations.

(G) The complicated actions of the main character make the theme deeper, not unclear. So, the
theme can still be understood as a single category.

(H) Literary analysis is open to different opinions. So, it cannot give a final answer on what the
theme of the book is.

(I) The antagonist does not appear until the second half of the book. So, they do not affect the
themes in the first half.

Scenario 11

(A) Employee A says that Manager X favors certain employees by giving them better treatment.
So, Manager X is not a good manager.

(B) Manager X says they reward employees who do very well. So, the treatment is based on
performance, not favoritism.

(C) HR records show that all employees under Manager X have similar performance reviews. So,
on the records, Manager X does not show favoritism.

(D) Employee A has had problems with Manager X in the past. So, Employee A is not a reliable
source about Manager X.

(E) Rewards based on performance should be clear and fair. If not, special treatment is still
favoritism.
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(F) It would be bad for both Manager X and HR if favoritism is proven. So, they are not reliable
sources of information.

(G) Performance reviews are based on opinions and can be biased. So, HR records do not give a
definite picture of performance.

(H) Several other employees have reported concerns about favoritism, too. So, Employee A’s claim
is not biased.

(I) Manager Y is friends with Manager X. So, Manager Y is not a reliable source of information
about Manager X.

Scenario 12

(A) Teacher A suggests adding a computer science class to the curriculum to help students get
ready for future jobs. So, the course should be added.

(B) Parent B says the current curriculum is already too hard, and adding another class will stress
the students. So, the course should not be added.

(C) Surveys show that most students feel they already have a lot of work. So, the course should
not be added.

(D) After-school programs can offer computer science without adding more to students’ workload.
So, the course doesn’t need to be part of the regular curriculum.

(E) Parent B is mostly worried about their own child’s workload. So, their argument is biased.

(F) The workload at this school is less than at other schools in the area. So, Parent B and the
students are wrong when they say the workload is too high.

(G) Students often feel their school workload is high. So, the surveys are more negative than the
reality.

(H) After-school programs do not include all students. So, they are not the best way to teach
computer science to everyone.

(I) The school recently improved its technology. So, their online classes are better now.

Scenario 13

(A) The patient has a high fever and a bad cough, which are signs of a lung infection. So, the
patient has a lung infection.

(B) Doctor A says that the patient’s lungs sound normal during the exam. So, the patient does
not have a lung infection.

(C) Doctor B says the chest X-ray shows no signs of pneumonia. So, the patient does not have a
lung infection.

(D) The patient was recently near someone with the flu. So, the symptoms are likely from the flu,
not a lung infection.

(E) Doctor A has missed lung infections before. So, their exam is not reliable.

(F) Both Doctor A and Doctor B have not thought about the full range of diseases that could
cause these symptoms. So, their diagnoses are incomplete.

(G) The patient has had chronic bronchitis before, which makes it harder to understand the X-ray.
So, Doctor B’s conclusion is wrong.

(H) The patient’s white blood cell count is high, which is common in infections and not common in
the flu. So, the patient does not have the flu.

(I) A health campaign has started to teach people how to prevent the flu. So, there will be fewer
flu patients in the future.

Scenario 14

(A) The coach says that player X should be in the starting lineup because they have played very
well in recent games. So, player X should start.
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(B) The assistant coach says that player X has a small injury, and starting could make it worse.
So, player X should not start.

(C) Player Y says that they are in better shape than player X. So, player Y should start instead.

(D) The team’s sports analyst says that player X has a history of not playing well in important
games. So, player X is not a good choice for the starting lineup.

(E) The assistant coach is exaggerating the injury problem. So, their argument is not correct.

(F) Both the assistant coach and player Y are biased because they are close friends. So, their
arguments are affected by personal interests.

(G) Recent fitness tests show that player X is in good shape. So, player Y is not in better form
than player X.

(H) The sports analyst made a mistake when judging the current star player. So, their opinions
are not reliable.

(I) The team’s morale has gotten much better since the new training methods were introduced.
So, the new methods were a good idea.

Scenario 15

(A) Botanist A says that the plant is species X because of its flowers. So, the plant is species X.

(B) Botanist B says that the leaves do not look like those of species X. So, the plant is not species
X.

(C) Botanist C says the plant lives in a habitat that is normal for species Y, not species X. So, the
plant is species Y.

(D) The plant is a mix of both species X and Y. So, it is a new species that is not X or Y.

(E) Botanist B has made mistakes before by focusing too much on the leaves. So, their argument
is too focused on leaf shape and not reliable.

(F) Both Botanist B and Botanist C have done a lot of research on species Y. So, their opinions
are biased because of their past work.

(G) Habitat is not the only way to identify a plant, as many plants can live in different environments.
So, the plant can still be species X even if it is found in a habitat typical for species Y.

(H) Botanist D says the plant’s DNA only consists of one species. So, the plant is not a mix of
species X and Y.

(I) Botanist D is an expert on species Y, so they can be trusted to identify a plant as being species
Y.

Scenario 16

(A) Alice says that the movie Journey’s End has high ratings and has won many awards. So,
Journey’s End is the best movie to watch with their friends.

(B) Bob says that Star Adventures has great visual effects and that ratings don’t show how fun a
movie is. So, Star Adventures is the best movie to watch.

(C) Clara thinks Journey’s End is boring and slow, so it is not for everyone.

(D) Dave believes the group likes comedies more than dramas like Journey’s End, so it’s not a
good choice.

(E) Emma says that Bob loves science fiction, so he is biased toward science fiction movies.

(F) Felix says that Bob and Clara might not be seeing how good the story in Journey’s End is.

(G) Grace argues that Clara doesn’t like award-winning movies, which makes her biased against
Journey’s End.

(H) Henry says that even though Dave usually likes comedies, he has rated dramas highly before,
which means a drama could still be a good choice.

(I) Henry and Grace have the same favorite movie, so their tastes are alike.

Scenario 17
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(A) Professor Y says that the newly discovered species has feathers and hollow bones, so it should
be classified as a bird.

(B) Student A argues that the species has teeth, which is not common in modern birds. So, the
species should not be classified as a bird.

(C) Student B says the species has a urinary bladder, something birds do not have. So, it should
not be classified as a bird.

(D) A zoologist points out that the species does not have a wishbone, a bone that all birds have.
So, the species is not a bird.

(E) An ornithologist criticizes Student A for ignoring the fact that ancient birds had teeth, showing
that having teeth does not mean it’s not a bird.

(F) Professor Y questions both students’ arguments, saying they do not have much experience in
the field.

(G) A paleontologist disagrees with Student B because they only studied one specimen, so they
cannot be sure if all birds of this species had a bladder.

(H) A biologist says the skeleton study of the species was not complete. So, we cannot be sure if
the species had a wishbone or not.

(I) Next month, a biology conference will discuss the effects of climate change on global biodiversity.
So, the discovery of a new species is important and could be presented at the conference.

Scenario 18

(A) Research shows that students are not doing well in public schools. So, the education system
needs to change.

(B) Teacher A says the problem is not the education system but the lack of parents being involved.
So, no changes are needed.

(C) Teacher B says that the curriculum is outdated, but the education system itself is fine. So, the
education system does not need to change.

(D) A local government report says the issue is not the education system, but a lack of funding.
So, changing the system won’t fix the problem.

(E) Teacher A has been criticized for their old-fashioned teaching methods, which affect their
opinion on updating the education system.

(F) Critics say teachers do not know what is happening in other schools. So, the lack of parental
involvement and an outdated curriculum are only part of the problem, not the full issue.

(G) Some big changes were made to the curriculum two years ago. So, Teacher B is wrong in saying
the curriculum is outdated.

(H) Studies from nearby areas with similar funding show better student performance after updating
their education systems. So, the problem is not just about money or poor infrastructure.

(I) The education board is thinking about extending school hours to offer more time for extra
courses. So, more classes can be added.

Scenario 19

(A) Meteorologist A sees no clouds in the weather images. So, they believe it will be sunny
tomorrow.

(B) Meteorologist B says that that is not enough information to predict a sunny day. So, Meteorol-
ogist A cannot know if it will be sunny.

(C) Meteorologist C says that the high temperature could lead to a storm tomorrow afternoon. So,
it won’t be sunny.

(D) A climate expert thinks global warming is making weather predictions less reliable. So, the
prediction for tomorrow is not correct.

(E) Colleagues point out that newer models than the one Meteorologist B uses can predict the
weather based on cloud patterns. So, there is enough information to predict a sunny day.
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(F) Observations show that Meteorologists B and C may pay too much attention to uncertain
information. So, their claims are not reliable.

(G) Meteorologist C has paid too much attention to temperature before. So, their opinion based
on temperature is wrong.

(H) Meteorologist D says global warming does not affect short-term weather predictions. So, the
prediction for tomorrow is not affected by global warming.

(I) Local weather stations are upgrading their equipment to make predictions better, so local
weather predictions will improve.

Scenario 20

(A) Alex suggests watching a horror movie because horror movies are exciting and fun. So, a horror
movie is the best choice for movie night.

(B) Bob argues that horror movies can cause nightmares, so they are not a good choice for a fun
evening. So, they should not watch a horror movie.

(C) Cara says that not everyone finds horror movies exciting, and some people find them stressful.
So, horror movies are a bad choice for movie night.

(D) A recent poll in their group of friends shows that most prefer comedy over horror. So, it is
better to watch a comedy movie.

(E) Bob doesn’t like horror movies because he had a bad experience with one movie. So, a different
horror movie might be okay to watch.

(F) Bob and Cara recently had an argument with Alex, so they may be disagreeing with Alex’s
movie choice because of that.

(G) Cara doesn’t usually like popular movies. So, she is not the best judge of what others would
enjoy.

(H) Not everyone in the friend group took part in the poll. So, the poll does not show what the
whole group wants.

(I) A study shows that different people experience drama films in different ways depending on
their age. So, people feel differently about drama movies.
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S4 Appendix. Scenario creation.

This appendix provides further details on how the scenarios used in the study were constructed and
why specific design choices were made.

For this study, we created 20 scenarios to instantiate two abstract argumentation frameworks.
This approach follows prior work on empirical studies of abstract argumentation(e.g. [1, 2]), where
multiple natural-language instantiations of AF are presented to participants in a task.

An important consideration in the design of the scenarios was the large number of factors that
can influence how natural-language arguments are interpreted. These include, for example, the
information contained in arguments, the types of attacks between arguments, the topics of the
scenarios, and the phrasing used in the arguments. Given this wide range of potential sources
of variation, we did not attempt to control each factor individually. Instead, we intentionally
incorporated variation in the formulation and content of arguments across scenarios. This design
choice supports the aim of this study to test whether hypotheses hold across diverse scenarios, rather
than being tied to specific phrasings or contexts.

At the same time, this design choice comes with an inherent limitation: although the scenarios
are structurally equivalent from the perspective of abstract argumentation, they are not necessarily
interpreted as such by participants. As a result, some variation in participant responses across
scenarios is to be expected. We did take several measures to reduce this variation in responses:

• Standardized presentation. The presentation of scenarios to participants was standardized
(see S2 Appendix). In each scenario, the topic argument was introduced first, and participants
were instructed to assume it to be true. The arguments that attack the topic argument are then
explicitly presented as counterarguments. The remaining arguments, consisting of defenders of
the topic argument and unrelated arguments, are subsequently listed as ‘other arguments’, from
which participants can select explanations, that is, possible defenders of the topic argument.
By explicitly identifying counterarguments and indicating the direction of attack, the design
reduces ambiguity about how the arguments relate to one another. Additionally, it ensures that
the arguments that need to be countered in order to defend the topic argument are explicitly
introduced.

• Grounding in prior work. Prior research shows that participants can reliably identify
defending arguments, even when arguments and attacks vary in phrasing and type [3, 4]. The
formulation of our scenarios was therefore informed by earlier work in which participants
successfully recognized the relation between arguments in natural language [1, 2, 5].

• Topic diversity. Scenarios covered a variety of topics in which arguments and disagreements
might happen. The three main themes among the topics are business, science, and entertainment.
Participants were probably familiar with these topics, and they are written in such a way that
no prior knowledge is needed to understand the scenarios.
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